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Fig. 1. Light fields and holograms are two different methods of encoding a 3D scene, one based on the ray optics model and the other on wave optics.
We develop the overlap-add stereogram (OLAS) algorithm, which is a type of holographic stereogram. The OLAS uses overlapping hogels to encode the
view-dependent lighting effects of a light field (left, bottom) into a hologram. Seen above is the calculated amplitude and phase for a given light field (center
left, phase range clamped to ± π6 for visualization). This complex-valued wavefront is propagated to simulate far focus (center right, top), and also captured
(center right, bottom) after being displayed on a near-eye display (left, top). Finally, we show that the OLAS method produces image quality that is independent
of the hogel size used (right, hogel sizes labeled), assuming the underlying light field is not undersampled angularly. This represents a significant improvement
over typical holographic stereogram algorithms, which require per-object tuning of hogel size for optimal resolution.
Holographic near-eye displays are a key enabling technology for virtual and
augmented reality (VR/AR) applications. Holographic stereograms (HS) are
a method of encoding a light field into a hologram, which enables them to
natively support view-dependent lighting effects. However, existing HS algorithms require the choice of a hogel size, forcing a tradeoff between spatial
and angular resolution. Based on the fact that the short-time Fourier transform (STFT) connects a hologram to its observable light field, we develop
the overlap-add stereogram (OLAS) as the correct method of “inverting” the
light field into a hologram via the STFT. The OLAS makes more efficient
use of the information contained within the light field than previous HS
algorithms, exhibiting better image quality at a range of distances and hogel
sizes. Most remarkably, the OLAS does not degrade spatial resolution with
increasing hogel size, overcoming the spatio-angular resolution tradeoff
that previous HS algorithms face. Importantly, the optimal hogel size of
previous methods typically varies with the depth of every object in a scene,
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making the OLAS not only a hogel size–invariant method, but also nearly
scene independent. We demonstrate the performance of the OLAS both in
simulation and on a prototype near-eye display system, showing focusing
capabilities and view-dependent effects.
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1

INTRODUCTION

Virtual or augmented reality (VR/AR) systems have widespread
applications in entertainment, education, communication, training,
behavioral therapy, and basic vision research. In all of these applications, the primary interface between the user and the wearable
computer is a near-eye display. Although consumer devices such as
the Microsoft HoloLens, Magic Leap One, HTC Vive, and Oculus
Rift have enabled unprecedented user experiences, the underlying
display technology must be significantly improved to optimize device form factors, weight, field of view, eyebox, focusing capabilities
as well as image resolution, brightness and contrast. One of the most
ACM Trans. Graph., Vol. 38, No. 6, Article 214. Publication date: November 2019.
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Table 1. Algorithm Comparison

Resolution
Depth of field
Computation
View-dep. effects
Input data

LF
low
low
low
yes
-

HS
low
low
medium
yes
LF

PAS
low
medium
medium
yes
LF-D

OLAS
high
high
med.-high
yes
LF-D

Fresnel
high
high
high
sometimes
RGB-D

Fresnel holograms have significantly more degrees of freedom than light
field (LF) displays, resulting in higher resolution and better depth of field,
but they do not natively support view-dependent effects and occlusions.
Holographic stereograms (HS) and phase-added stereograms (PAS) utilize the capabilities of the holographic medium to increasing degrees, but
also provide limited image quality. The proposed overlap-add stereograms
(OLAS) provide the highest image quality among stereogram variants. Furthermore, the hogel size required by the OLAS is smaller than the Fresnel
fringe pattern by a factor of the angular resolution of the hogel, reducing
computation.

promising technologies for achieving many of these characteristics
is holography.
Impressive results have recently been achieved by experimental
holographic near-eye displays [Jang et al. 2018, 2017; Maimone et al.
2017], such as dynamic focus or eyebox expansion via eye tracking
as well as vision and aberration correction. Yet, these systems rely
on simple algorithms that use wavefront propagation to compute
the hologram. Unfortunately, occlusions and view-dependent effects
such as reflections are not natively supported by these computergenerated holography (CGH) algorithms. To overcome these limitations, holographic stereograms (HS) were proposed as CGH algorithms that directly encode a light field in a hologram [Kang et al.
2008; Yamaguchi et al. 1993; Yatagai 1976]. Light fields have the
advantage that they contain occlusions and complex light transport
effects, they can be rendered using computer graphics techniques,
and emerging light field cameras can even capture cinematic content.
However, existing HS CGH algorithms struggle with creating a
complex wavefront that successfully reproduces the information
contained within the light field. A major source of the difficulty in
recreating the light field is the tradeoff that comes from choosing
the hogel size. Typically, an HS improves angular resolution at the
expense of spatial resolution as the hogel size increases. However,
analysis of the observable light field produced by a hologram [Zhang
and Levoy 2009] leads to the insight that traditional HS algorithms
discard important information required in the reconstruction of
the wavefront from the light field. We propose the overlap-add
stereogram (OLAS) as a method that inverts the observable light field
transform more accurately than previous stereogram algorithms to
create a hologram from a light field. This is achieved by treating a
stereogram as an inverse short-time Fourier transform (STFT) and
allowing hogel overlap. A comparison of traditional algorithms and
the OLAS can be found in Table 1.
Therefore, in this work, we
• propose a new light field-based holographic stereogram algorithm by introducing the OLAS method;
• demonstrate that the OLAS method is not bound by the spatioangular tradeoff as a function of hogel size, representing a
significant break from previous stereogram algorithms;
ACM Trans. Graph., Vol. 38, No. 6, Article 214. Publication date: November 2019.

• experimentally validate our algorithms with a custom holographic near-eye display prototype, and introduce a new variant of phase compensation for high-quality encoding on the
SLM.
A discussion of the limitations of our work can be found in Section 6.1.

2

RELATED WORK

Our approach builds on a large and diverse body of related work.
In the following, we outline the most relevant display technologies
and computer-generated holography (CGH) algorithms.

2.1

Holographic Displays

Holography relies on wave optics effects, i.e. diffraction and interference, to synthesize three-dimensional images using coherent
light. Recording and displaying holograms became possible with
the invention of the laser in the 1960s and much research and development has focused on maturing optical holographic imaging
techniques in the following decades [Benton and Bove 2008]. Dynamic holographic displays [Slinger et al. 2005; Yaras et al. 2010]
typically use spatial light modulators (SLMs), such as phase-only
liquid crystal on silicon (LCoS) devices [Zhang et al. 2014], together
with computer-generated holography (CGH) algorithms.

2.2

Computer-generated Holography

Point-based wavefront propagation is one of the most popular methods for computing a hologram; we refer to this approach as Fresnel
holography. Given a 3D point cloud, an RGB-D image, a triangle
mesh, or a few layers of intensity information, each scene point
can be treated as the center of a spherical wave, which is propagated in free space to the SLM plane where all the spherical waves
of the scene are added and computationally interfered with the
reference beam [Goodman 2005; Park 2017]. The resulting wave
field on the SLM plane, i.e. the hologram, contains phase and amplitude information. Unfortunately, most SLMs can only module either
phase or amplitude but not both simultaneously. To approximate
the complex-valued target field with phase-only information, two
classes of algorithms have been proposed: iterative phase-retrievaltype methods [Dorsch et al. 1994; Fienup 1978, 1982; Gerchberg 1972;
Jaganathan et al. 2015; Peng et al. 2017] and direct methods. Iterative
methods minimize the reprojection error of the target intensity distribution using iterative optimization and are therefore usually slow.
Direct methods are much faster and represent the target field using
some form of double-phase [Hsueh and Sawchuk 1978; Maimone
et al. 2017] or detour-phase [Burckhardt 1970; Lee 1970] coding.
Naïve wavefront propagation methods can lead to ghosting effects,
but more sophisticated methods also consider occlusions between
objects in the propagation model [Chen and Wilkinson 2009; Matsushima and Nakahara 2009; Wakunami et al. 2013; Zhang et al.
2017, 2011] or simple non-Lambertian reflectance functions [Park
2017]. In general, view-dependent effects such as reflections are not
natively supported by wavefront propagation methods. Moreover,
this approach is limited in that it cannot easily deal with multiview photographs as the input for the algorithm. In contrast, we
propose a light-field-based CGH algorithm that natively encodes
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complex view-dependent effects. It should be noted that there are
several methods of calculating holograms [Park 2017] (e.g., angular
spectrum methods) that we leave out for brevity.

2.3

Holographic Stereograms

Holograms that encode light fields are known as holographic stereograms (HS). The basic primitive of an HS is a holographic element,
or hogel, which can be thought of as a small sub-hologram [Lucente
1994]. The first HS was optically recorded in 1967 by sequentially
exposing the views of a light field into a holographic emulsion [Benton 1983]. Proposals on computer-generated stereograms followed
shortly after [Yatagai 1976] and real-time implementations of these
were later demonstrated [Lucente and Galyean 1995], made possible
by HS algorithms only having O (m 2 log n) complexity, for an n × n
hogel size and m × m hologram resolution. The primary challenge
of an HS is that hogels are treated as being independent and they
are thus out of phase with one another, leading to low resolution
and limited depth of field compared with Fresnel holograms. To
remedy this, phase-added stereograms (PAS) introduce an extra
phase factor to the hogel calculation to keep them in phase across
the hologram [Yamaguchi et al. 1993]. Additional improvements
of PAS algorithms, such as the accurate PAS (APAS), compensated
PAS (CPAS), and the fast PAS (FPAS) have been proposed over the
last few years [Kang et al. 2016, 2008], all of which are focused
on further improving either computational complexity or quality
of the wavefront approximation within the hogels. Most of these
different PAS variants require a choice of hogel size that imposes a
hard tradeoff: a larger hogel size to increase angular resolution and
therefore depth of field, or a smaller hogel size to increase spatial
resolution. The APAS is slightly different in this regard in that it
computes a larger hogel for increased angular resolution, then crops
hogels when tiling to achieve better spatial resolution (we will refer
to these as the “input” and “output” hogel sizes, respectively). However, this cropping itself loses valuable information that our OLAS
method takes advantage of to achieve better results in practice.
A very closely related method is found in concurrent work from
Park and Askari [2019], who derive a similar algorithm via the
Wigner transform. Their algorithmic complexity is similar to ours,
roughly O (m2n2 log n), but their algorithm does not use depth to
align phases across hogels and instead relies solely on the information contained within the light field (e.g., as we must in Figure 9 for
the scene reflected within the mirror). This lack of phase alignment
leads to lower resolution in a way similar to how the phase alignment of the PAS improves the original HS algorithm. Their choice
of a random phase carrier wave in their final results is similar to
our randomized phase compensation (see Supplemental Figure S18),
whereas we use Equation 4 to ensure a smooth phase profile.
It should be noted that CGH algorithms exist that make use of
hogels, but that are not holographic stereograms. The approach
taken by these methods is to process the light field of the scene using the Fresnel or other wavefront propagation method, but within
each hogel instead of globally [Shi et al. 2017; Zhang et al. 2015]. This
requires more computation than a typical HS, which only requires
a single FFT per hogel, but much less than a full image wavefront

propagation due to the relative smaller size of the hogels. Furthermore, since wavefront propagation is more accurate in the near field
than an FFT, these algorithms also tend to produce better results.
However, these and other algorithms that rely on Fresnel holography require different propagation kernels for different depths.
This results in a different calculation per pixel, which may make
parallelization more difficult, whereas the OLAS uses the same FFT
and overlap-add independent of depth, possibly enabling dedicated
accelerated hardware chips for these operations. Specifically, comparing the OLAS to Shi et al. [2017], we compute n 2 times more
hogels, but each hogel only requires n 2 log n for the Fourier transform. On the other hand, each hogel of Shi et al. requires roughly
n4 operations, though it may be more depending on the size of
their kernel for wavefront propagation at each pixel, making the
final complexity comparable. Moreover, the use of non-overlapping
hogels introduces parallax error on the order of the hogel size in
their method, which we avoid.
Lastly, there also exist stereogram algorithms that attempt to
move beyond hogels to more complex primitives to increase computational efficiency and quality. For example Smithwick et al. [2010]
proposed “wafels” and “direls” that specifically encode wavefront
and directional information.

2.4

Overlapping Hogels in Holographic Printing

A method that at first glance seems to be related to the OLAS is that
proposed by Hong et al. [2013] for holographic printing. However,
there are two main differences. First, Hong et al. use a 50% shift
between their hogels (i.e., adjacent hogel centers are spaced apart
by 50% of the hogel size). While this is not necessarily incorrect
to “invert” the hologram-to-light-field STFT (see Section 3), a 50%
shift requires stronger assumptions on some underlying window
function for each hogel than shifting by a single pixel. The second
difference makes clear that the OLAS is fundamentally different:
overlap-add of hogels in the OLAS add coherently in the complex
domain, whereas printed hogels (as in Hong et al.) are explicitly
multiplexed such that they do not interfere with one another. This
coherent addition is required to take full advantage of the degrees
of freedom within a hologram and achieve maximum image quality.

2.5

Holographic Near-eye Displays

To diffract light in the visible spectrum efficiently, holographic displays require feature sizes on the order of a wavelength. This has
the effect that SLMs used in holographic display are very small;
this is particularly well-suited to near-eye applications which typically use magnifying optics. Several holographic near-eye display
systems have been proposed, building on phase-only LCoS technology [Chen and Chu 2015; Li et al. 2016; Maimone et al. 2017;
Moon et al. 2014; Yeom et al. 2015] or on multiple phase-only and/or
amplitude-only SLMs [Gao et al. 2016; Shi et al. 2017]. Several recent
systems also use eye tracking to overcome challenges associated
with the limited space–bandwidth product of available SLMs, such
as limited axial resolution or eye box size [Jang et al. 2018, 2017;
Maimone et al. 2017]. These methods differ mostly in systems-level
aspects, such as the type of SLM or optical combiner being used or
whether eye tracking is used; almost all of them rely on the same
ACM Trans. Graph., Vol. 38, No. 6, Article 214. Publication date: November 2019.

214:4 •

Padmanaban, Peng, and Wetzstein
Hologram

two classes of CGH algorithms: point- or layer-based wavefront
propagation. For example, Maimone et al. [2017] use the Fresnel
method, which we compare against in this work; however, note
that for the efficient implementation, Maimone et al. instead use a
single-plane approximation to the Fresnel method, which takes only
O (m2 log m) operations as opposed to roughly O (m 4 ) of the true
depth-varying method. The primary contributions of our paper are
focused on novel algorithmic approaches to computer-generated
holography (CGH), although we demonstrate them experimentally
with a full-color holographic near-eye display.

2.6

STEREOGRAMS AND THE LIGHT FIELD

In this section, we review the role of the short-time Fourier transform (STFT) in connecting the hologram to the light field, and how
holographic stereograms and phase-added stereograms attempt to
invert the STFT.

3.1

|STFT| 2

The Observable Light Field of a Hologram

The wave optics analog of the light field is the Wigner distribution
function (WDF) [Bastiaans 1978; Zhang and Levoy 2009]. Much like
a spectrogram for one-dimensional signals such as sound, the WDF
is a joint representation of space and spatial frequency (or angle).
Unlike a light field or spectrogram, however, the WDF contains
negative values to model interference and diffraction. Zhang and
ACM Trans. Graph., Vol. 38, No. 6, Article 214. Publication date: November 2019.
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Near-eye Light Field Displays

Much like holograms describe a scene using a wave field with spatially varying phase and amplitude, light fields describe the same
concept using ray optics models. Building on these models, near-eye
light field displays have been proposed for both VR [Huang et al.
2015; Lanman and Luebke 2013] and AR [Hua and Javidi 2014; Jang
et al. 2017] applications. Although most of these displays have the
advantage of using incoherent light, which is in line with most
commercial microdisplays, they all suffer from limitations that prevent their adoption. Microlens-based light field displays [Hua and
Javidi 2014; Lanman and Luebke 2013] make a fixed spatio-angular
resolution tradeoff that is defined by the pixel and microlens sizes,
limiting image resolution and achievable depth of field [Zwicker
et al. 2006]. Multilayer liquid crystal displays (LCDs) [Huang et al.
2015; Lanman et al. 2010, 2011; Wetzstein et al. 2011, 2012] overcome
this fixed tradeoff using content-adaptive light field factorization
algorithms. However, the light efficiency of these displays is limited
by the employed LCD technology and they require multiple LCDs,
which increases cost and calibration complexity. Scanned laser displays [Jang et al. 2018, 2017] sequentially draw each ray or each
view of a light field and their resolution is thus limited by the speed
of the scanning mechanism or the spatial light modulator (SLM).
Others have taken advantage of focus-tunable lenses and the fast refresh rates of digital micromirror devices (DMDs) to selectively light
up volumetric pixels [Chang et al. 2018; Lee et al. 2019; Rathinavel
et al. 2018], but must trade off framerate and depth resolution. In
contrast to these technologies, holographic near-eye displays only
require a single SLM with relatively low refresh rates and they offer
significantly more degrees of freedom than incoherent light field
displays, optimizing image resolution and depth of field.

3

ϕ

Fig. 2. Illustration of hologram-to-light-field transform. This example shows
a single point at some distance to a phase-only hologram; the ground truth
phase hologram is a Fresnel zone (blue, top) and the light field is a sheared
line (blue, bottom). A hologram can be converted to a light field using
the squared magnitude of the short-time Fourier transform (STFT). In this
process, phase information is lost. Holographic stereograms aim to invert
this ill-posed problem to compute a hologram from a light field by either
ignoring the missing phase information (e.g., HS) or by approximating the
phase using additional depth information (e.g., PAS).

Levoy [2009] showed that the observable light field is a local average
of the WDF that satisfies the uncertainty principle. Though some
have tried to directly use the WDF to synthesize a physically correct
hologram from a light field [Hamann et al. 2018], this approach was
only demonstrated with a handful of hogels as it requires solving an
optimization problem per hogel and is in general computationally
infeasible.
The short-time Fourier transform (STFT) provides a computationally efficient tool for computing the observable light field directly
from a hologram [Zhang and Levoy 2009; Ziegler et al. 2007]. As
illustrated in Figure 2, a sliding window w of finite size is used to
compute local Fourier transforms of the complex-valued hologram
h; the angular distributions of the observable light field L at the window centers are given by the squared magnitude of these Fourier
transforms as

2


 
L x, y, u x , uy = STFT h x ′, y ′ x, y, u x , uy
"∞

2

(1)
′
′

h x , y w x − x, y − y e −i (u x x +uy y ) dx ′dy ′ ,
′

=

′

′

′

−∞

where w is a window function; we use a Hann window. Here, we
parameterize the light field L using spatial coordinates x, y and
spatial frequencies u x,y = sin(θ x,y )/λ, which are directly related to
the corresponding angles θ x and θy .
What is crucial to understand is that the STFT of a hologram
contains both amplitude and phase, and is thus invertible under
certain conditions, while its squared magnitude, i.e. the observable
light field or spectrogram, does not contain phase information and
is therefore not invertible. In essence, all variants of holographic
stereograms amount to solving the ill-posed problem of inverting a
spectrogram.
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Fig. 3. Phase profiles (top row) of a point 1.3 cm from the hologram plane and the corresponding focused spot at the target distance (bottom row). A Fresnel
hologram provides the reference phase profile. Holographic stereograms (HS) approximate the phase profile with a discrete set of hogels. This approach has
poor focusing capabilities because the hogels are out of phase. Phase-added stereograms (PAS) use depth information of the scene to calculate hogels that
are in phase, often improving the quality of the hologram. However, as the hogel sizes increase beyond an optimum, the focused point develops aliasing
artifacts. On the other hand, the proposed overlap-add stereogram (OLAS) provides a high resolution reconstruction of the focused point independent of hogel
size. Note that the distance to the point has been specifically selected to coincide with the discretized angular sampling of the PAS, making it equivalent to
an accurate PAS (APAS). Also note that the Fresnel spot appears larger than the 26 × 26 OLAS spot only because it is centered at a corner of the pixel grid,
whereas the OLAS is not due to a sampling location implementation detail that shifted the output point by 1/4 of a pixel. This does not affect more complex
images. The hogel size is indicated by the red square for scale.

3.2

Holographic Stereograms (HS)

As outlined in Section 1, the most basic light field-based CGH algorithm is the holographic stereogram [Yatagai 1976]. The idea is
intuitive: given the angular variation of a light field L(θ x , θy ) at
a fixed position x 0 , y0 , the hologram creates a set of plane waves
that locally approximate L. This idea is closely related to microlensbased light field displays, where angle-dependent radiance values
at some position are optically encoded by interleaving them behind
a microlens. In an HS, the same information is optically encoded
using a diffractive fringe pattern within a hogel. In HSs, hogels are
treated as if they were mutually incoherent: i.e., while diffraction
creates the plane waves within a hogel, light from different hogels
is treated as either not interfering or interfering only in a random
manner. Therefore, spatio-angular resolution tradeoffs of HS and
microlens-based light field displays are equivalent and overall poor
compared to other types of holograms [Zwicker et al. 2006].
To compute a hogel from the light field angles at (x 0 , y0 ), we rely
on a key insight from Fourier optics: a plane wave propagating at
angle θ corresponds to the spatial frequency u = sin(θ )/λ [Goodman
2014]. Thus, the 2D Fourier transform of L(θ x , θy ) directly computes
the coefficients of each plane wave. This is shown in Figure 3 for the
example of a single point 1.3 cm from the hologram. The reference
phase in the top left is computed by propagating the point to the
hologram plane using the Rayleigh-Sommerfeld diffraction integral.
The holographic stereogram discretizes the hologram, here shown
for hogels with a resolution of 13 × 13 and 26 × 26, and approximates
the wavefront of the point locally with a single plane wave, i.e.
a small grating with a specific spatial frequency and orientation,
that optically steers light toward the point. The computed hogels
are mutually incoherent, or out of phase, and the “focused” point
created by this hologram (Figure 3, bottom row) is much bigger than

that of the Fresnel hologram. The effective numerical aperture of
the latter corresponds to the size of the entire hologram whereas
that of the HS is only the size of the hogel. Pseudocode for the HS
algorithm and additional simulations for varying hogel sizes are
included in the supplement.

3.3

Phase-added Stereograms (PAS)

Holographic stereograms aim to invert Equation 1 by simply ignoring the missing phase information of the STFT. After all, a light field
has no phase. However, Yamaguchi et al. [1993] realized that depth
can be used to compute the missing phase. Specifically, if not only the
light field L is available but also a “depth field” D that contains depth
information for each ray, then the STFT can be
from
the


√ calculated
spectrogram (i.e., the light field L) as STFT = L exp i 2π
D
.
Given
λ
both amplitude and phase, the procedure outlined in the previous
subsection can be followed to calculate a phase-added stereogram
from the STFT in a hogel-by-hogel manner. As seen in Figure 3 for
the 13 × 13 hogel size, this brings individual hogels “in phase” and
allows for a significantly brighter focused spot because all hogels
interfere with one another.
The accurate phase-added stereogram (APAS) method [Kang et al.
2008] improves upon the PAS by computing the local Fourier transforms on an input light field with higher angular resolution, providing a slightly better quality than the HS and PAS. Specifically, the
higher angular resolution hogel is Fourier transformed, and then
cropped down to the target “output” hogel size. This cropping before
tiling allows the APAS to maintain the spatial resolution of a much
smaller PAS while benefiting from finer angular resolution from the
larger “input” hogel size. Although other improved variants of the
APAS have been discussed in recent work [Kang et al. 2016], these
ACM Trans. Graph., Vol. 38, No. 6, Article 214. Publication date: November 2019.
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OLAS

methods require knowledge of a point’s location prior to quantization on a pixel grid, such as by using point clouds as input to the
CGH algorithm. On the other hand, the APAS and our approach
rely exclusively on light field and depth information. Pseudocode
for the PAS and APAS as well as additional simulations are included
in the supplement.

3.4

19 × 19

Fig. 4. The effect of hogel size on spatial and angular resolution when
trying to reconstruct a point. Holographic and phase-added stereograms
largely treat the hogels independently when calculating the correct pattern
to display. Each hogel (black rectangles) contributes a single plane wave to
the reconstruction, approximating a spherical wavefront. The number of
pixels in a hogel determines the spatial extent of the plane wave, but also
the number of non-overlapping spatial frequencies, or directions, that can
be encoded for that plane wave. The former leads to larger hogels exhibiting
worse spatial resolution (left). The latter leads to smaller hogels having
worse angular localization (right). A hogel with 3 pixels for example can
only represent 3 non-overlapping spatial frequencies or angles (we show
the central ray directions for a single hogel in blue). While the Fourier
transform limits the HS and PAS to evenly spaced angles, other methods
can provide finer control over the central ray direction; however, the larger
angular spread of smaller hogels still imposes the same limit on the number
of resolvable angles. Typically, closer points benefit from smaller hogels and
farther points from larger hogels.

11 × 11

5×5

APAS

Fig. 5. Comparison of the APAS and OLAS algorithms and hogel sizes for a
simulated resolution chart at a small distance to the hologram plane. The
hogel size is indicated to the left of each row, and the red square in the top
left corner shows the hogel relative to the image for scale. For the APAS,
the indicated hogel size corresponds to the output hogel size after cropping
an input hogel that is 3× larger. This shows the effect of decreasing spatial
resolution with hogel size. The “APAS 1 × 1” uses the indicated hogel size
as the input size, with the output set to 1 × 1. It can be seen that despite
the constant output hogel size, the 1 × 1 APAS still requires a distancedependent optimal input hogel size: in this case, 11 × 11. Smaller hogel
sizes are blurry and larger sizes exhibit haloing and other edge artifacts.
The OLAS algorithm provides the best performance at all hogel sizes by
making full use of the angular information when inverting the STFT. The
overlapping hogels do not noticeably degrade resolution with larger hogels.

Hogel Size and the Resolution Tradeoff

One important question for all holographic stereogram algorithms
is how to choose the hogel size. Since HS algorithms use nonoverlapping tiles, larger hogels decrease the spatial resolution that
can be displayed (Figure 4). On the other hand, larger hogels improve the angular resolution of an HS, i.e. the accuracy of orienting
plane waves created locally within a hogel. Higher angular resolution, in turn, increases the depth of field, i.e. the resolution of
an object at some distance z from the hologram plane. In effect,
stereograms exhibit the same spatio-angular resolution tradeoff as
microlens-based light field displays.
In effect, this means the optimal hogel size is heavily influenced
by the depth of the object to be encoded, which makes the choice
of hogel size for a stereogram extremely scene dependent (see the
supplement for how the window length of the STFT, depth, and
hogel size are related). This scene dependence makes hogel size a
difficult parameter to tune and also makes complex scenes difficult
to display. Breaking the depth-dependence of hogel size and resolution is crucial to enabling the construction of complex scenes with
holography.
ACM Trans. Graph., Vol. 38, No. 6, Article 214. Publication date: November 2019.

4

OVERLAP-ADD HOLOGRAPHIC STEREOGRAMS

We propose a new variant of the phase-added stereogram method,
dubbed the overlap-add stereogram (OLAS). This algorithm is based
on the overlap-add method to invert the short-term Fourier transform [Allen 1977]. As opposed to other variants of the HS or PAS,
the OLAS uses a sliding window. At each spatial location of the
input light field, the angular radiance distribution and the depth
information are converted, via a Fourier transform, into a set of
local plane waves. The resulting complex-valued hogel is multiplied
by a window function w, such as a Hann window, and added to the
hologram as
q 

 2π
L x, y, u x , uy e i λ D (x,y,u x ,uy )
h (x, y) = STFT−1
"∞
w x − x ′, y − y ′

=
−∞



"∞ 

L x ′, y ′, u x , uy
−∞

e



D ( x ′,y ′,u x ,uy )
i2π u x x ′ +uy y ′ +
λ

du x duy dx ′dy ′ .

(2)
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Like
 the PAS, the
 OLAS requires dense light field depth information
D x, y, u x , uy . Pseudocode for the OLAS method is outlined by
Algorithm 1. Here, s, t are the local hogel coordinates and m, n are
hogel width and height. The use of D to compute ϕ ensures that
the overlapping hogels are in phase and constructively interfere,
thereby improving the angular resolution and ability to represent
view-dependent effects as the light field density increases.
Algorithm 1: Overlap-Add Stereogram (OLAS)
1

for eachqpixel (x 0 , y0 ) do

2
3
4
5

a=

L(x 0 , y0 , u x , uy );
2π
ϕ = λ D(x, y, u x , uy );

hogel(s, t ) = F{u−1 ,u } a · exp (i · ϕ) ;
x y
f
g
m
n
n
h x0 − m
2 : x 0 + 2 , y 0 − 2 : y 0 + 2 += w

(s, t ) · hogel (s, t );

A comparison of the OLAS, Fresnel holograms and other holographic stereograms is shown for a single point target in Figure 3.
While for some hogel sizes, the PAS and APAS may produce a
well-defined point, we note that the OLAS produces the best approximation of the reference Fresnel phase profile without regard to
the hogel size used. It can also be seen in the figure that the shape
of the fringe pattern produced by the OLAS approaches that of the
Fresnel pattern as the hogel size, and therefore angular sampling
density, increases. There are some remaining artifacts in the shape
of the point due to the shape of the overlap-add region not matching
an ideal circular fringe pattern, but this does not affect the overall
quality of other reconstructed objects (e.g., Figure 5).

4.1

Hogel Size–Independent Resolution

The OLAS method breaks the traditional tradeoff between spatial
and angular resolution by allowing large hogels to overlap and shift
by only a single pixel at a time. Often when faced with a resolution
tradeoff, sampling a field more densely serves to only spuriously
increase pixel resolution without changing the underlying real resolution, e.g., when using a camera sensor with pixels smaller than the
diffraction limited resolution of the optics. Surprisingly, the OLAS
breaks this trend, and the interference in the complex domain of
adjacent hogels successfully recovers greater spatial information
without sacrificing the angular resolution. As evidenced by Figure 5,
we can freely increase the hogel size to much larger than the smallest
feature size without degrading image quality.
While at first glance, the OLAS may seem to offer no advantage
over using an APAS with an output hogel size of 1 × 1, the cropping
operation loses information that would normally be required to
invert the STFT correctly. We see in the simulated results (Figure 5,
middle column) that the APAS has artifacts near edges and still exhibits a dependence on hogel size, with some optimum that depends
on depth. Finally, the APAS is less “efficient” than the OLAS due
to the loss of information and requires a larger input hogel size to
achieve reasonable resolution.
Importantly, the invariance of the reconstructed image quality
to hogel size points to another advantage of the OLAS method
over not only other stereogram methods, but also over Fresnel

methods. Recall from Section 3.4 that the optimal hogel size for
stereograms is tied to the depth of the object being reconstructed.
Using Fresnel zones to propagate individual points also requires a
different sized fringe pattern for different depths—specifically, a
pattern with radius r = z tan(θ max )/p that depends on the maximum
diffraction angle, θ max , and the pixel pitch of the SLM, p. Larger
Fresnel fringe patterns will alias as the spatial frequency exceeds that
supported by the pixel pitch. The OLAS method, by producing high
resolution reconstructions independent of hogel size —a parameter
typically tied to depth—is therefore also independent of object depth
and is scene invariant.
It should be noted that while the OLAS does not seem to suffer
negative effects from arbitrarily large hogel sizes, the algorithm
is not designed to hallucinate information not otherwise present
in the light field. This means that if the underlying light field is
too sparsely sampled angularly, the OLAS must also necessarily
exhibit reconstruction artifacts (see supplement for simulations).
Specifically, the light field is undersampled for our purposes when
the number of pixels a given point shifts spatially between angular
views of the light field exceeds the size of the hogel (e.g., Figure S6).
The amount of shift between angular views is equal to the size of
the diffraction cone at that distance divided by the total number of
angular samples. Since the number of angular samples is exactly
equal to the hogel size, we can calculate that the maximum amount
of inter-view
p shift—and therefore the effective minimum hogel
size—as z max tan(θ max )/p. Though this minimum hogel size is
imposed by the farthest plane, the hogel size–invariance makes
it a suitable hogel size for all closer distances as well. This is in
contrast to other CGH algorithms where increased hogel size to
accommodate farther points negatively affects closer points (for
which typical HS algorithms would require a smaller hogel size, and
Fresnel methods would require a smaller fringe pattern).
Additional simulations of the point targets and resolution charts
at different depths and with different hogel sizes can be found in the
supplement. Further comparisons of the various algorithms with
these parameters are also present.

5 IMPLEMENTATION AND ASSESSMENT
5.1 Prototype Near-eye Display
Hardware. The spatial light modulator in our prototype is a HOLOEYE LETO (VIS-009) phase-only LCoS with a resolution of 1920 ×
1080 (1080p) and a pixel size of 6.4 µm. This SLM provides a refresh rate of 60 Hz (monochrome) with a bit depth of 8 bits and
a diffraction efficiency of over 80%. The laser is a FISBA RGBeam
fiber-coupled module with three optically aligned laser diodes with
wavelengths of 638, 520, and 450 nm. Color images are captured as
separate exposures for each of the three wavelengths and combined
in post-processing. We use two different eyepieces in our system:
first is a Nikon AF-S Nikkor 50mm f/1.4 lens for the parallax and
reflection results, and second is a Meade Series 5000 HD-60 25mm
6-Element Eyepiece (1.25 ′′ ) with f = 25 mm for the other results.
Other components include a polarizer (Thorlabs LPVISE100-A), a
collimating lens (Thorlabs C40FC-A), and a beam splitter (Edmund
Optics, 25 × 25 mm 50R/50T, VIS), as indicated in Figure 6. With
the 50 mm eyepiece, the near-eye display offers a diagonal field of
ACM Trans. Graph., Vol. 38, No. 6, Article 214. Publication date: November 2019.
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Eyepiece
Camera
Lens
Camera
Fig. 6. A photograph of the prototype holographic near-eye display system
showing the optical path. The beam is collimated and polarized before being
modulated by the phase LCoS, then enters a 4f system with a variable
aperture in the Fourier plane acting as a filter. Finally, it passes through the
eyepiece and camera lens to be imaged by the camera. The RGB laser is
hardware synchronized with the phase LCoS. The eyepiece is positioned
10 cm away from the image of the SLM. The camera lens is placed with its
aperture at the eye box location.

view of 16.05° and an eyebox of 4.07 mm. With the 25 mm eyepiece,
it offers a diagonal field of view of 31.5° an the eyebox is 2.03 mm.
We set the zero-disparity plane of the light field to a virtual image
distance of dv = 66.7 cm. A 4f system (f = 50 mm) is used to filter
higher order diffraction artifacts, and images were captured with a
Pointgrey Grasshopper3 2.3 MP Color USB3 Vision (Sony Pregius
IMX174) imaged through a Nikon AF-S Nikkor 35mm f/2 lens.
Light Field and Hologram Rendering. Note that every location ν
on the pupil plane directly maps to angle θ = tan−1 (ν/d eye ) inside
the HMD. This allows us to draw the link between the perspective
projections of a target light field showing a scene from viewpoints
ν and the spatial frequencies of the non-magnified hologram1 . We
rendered our light fields in Unity with a viewport placed at the
virtual image distance dv = 66.7 cm, with near and far clipping
planes set to 33.3 cm and 100 m (approximately a 3 D range for
depth of field). See Appendix for background on rendering light
fields for holography. The viewport dimensions were 32.8 cm ×
18.4 cm, corresponding to the magnified size of the SLM at the
virtual image distance. Scenes were generated with 9 × 9 equally
spaced views over the eyebox at 1080p resolution.
All calculations to convert the light field to a hologram via the
OLAS method, and also those to implement the HS, PAS, and APAS
baselines were done in MATLAB using RGB-D light fields output
from Unity.
1 In computer graphics, the light field is often represented using a two-plane parameter-

ization on planes x and ν [Levoy and Hanrahan 1996]. A target light field on the user
side of the eyepiece can be rendered from a 3D model using perspective projections
or photographed with a light field camera. The holography literature usually uses a
parameterization based on space and spatial frequency. These spatial frequencies can
be interpreted as orthographic projections on the SLM side of the eyepiece.
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4f System

Far Focus

Filter

Near Focus

Phase
LCoS

Captured

Collimator

Polarizer

Far Object

Far Focus

RGB Laser

Near Object

Near Focus

Full Scene

Fig. 7. Focal stacks for a selected scene at two different distances. The
simulated results are generated by using Fresnel propagation from the
output of the OLAS algorithm to the distance of the object of interest. It
can be seen in the zoomed views to the right of the simulated and captured
results that near and far objects come into focus at the correct near and
far focus distances. Due to imaging through an eyepiece with f = 25 mm,
the supported range of 3 diopters corresponds to only 2 mm of optical path
length, leading to only a small blur radius after defocus.

Displaying Stereograms with Phase-only SLMs. All stereogram
variants compute a hologram h that has both amplitude and phase.
Simply discarding the amplitude to display h directly on a phase-only
SLM would be a very crude approximation of the desired information. We therefore propose to propagate h by some distance d 1 (we
set d 1 = 10 cm) in free space to the SLM plane, for example via the
Rayleigh-Sommerfeld or Fresnel method [Goodman 2014], where
it is optically encoded by the phase-only SLM (Figure 6). Iterative
phase retrieval type algorithms (see Section 1) are not applicable in
this case, because they only constrain the target intensity, i.e. |h| 2 ,
whereas our approach constrains both amplitude and phase of h
at the hologram plane. To solve this problem, we use the double
phase coding algorithm recently employed by Maimone et al. [2017].
This approach represents a complex field c on the SLM plane with
amplitude a and phase ϕ as the sum of two phase-only fields,
ϕ 1 (x ) = ϕ (x ) − cos−1 a(x )
ϕ 2 (x ) = ϕ (x ) + cos−1 a(x )


c (x ) =a(x )e iϕ (x ) = 0.5 e iϕ1 (x ) + e iϕ2 (x ) .

(3)

It can be seen that ϕ 1 (x ) and ϕ 2 (x ) span a 3π phase range, which
means double phase coding requires an SLM that supports at least
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Full Scene

3π phase modulation to avoid artifacts caused by phase wrap—
this is not a theoretical requirement, but rather one to mitigate
aberrations of current phase SLMs. While double phase coding is
well known [Hsueh and Sawchuk 1978], Maimone et al. recently
showed that the two phase-only fields can be interleaved into a
single phase-only pattern if ϕ (x ) is sufficiently smooth. When using
the Fresnel method, a way to achieve a relatively smooth phase
profile is to normalize the phase at the center of the Fresnel fringe
pattern such that it is zero, regardless of the distance to the point.
This physically corresponds to assigning the correct initial phase to
the point source [Maimone et al. 2017].
However, when dealing with a light field as the input, the exact
correspondences between points across angular views is not known.
Luckily, with a rendered light field, the distance from the camera
plane to a pixel is easily obtained as part of the perspective projection. Given the camera positions of a given angular view, that
“linear” distance can be transformed to the actual Euclidean distance,
which we refer to as the “depth field” D. The final piece of information required comes from the Fourier transform applied to each
hogel. The spatial frequency u x,y for each pixel within the hogel
allows us to cast a ray in the approximate direction of the point
quantized by the hogel resolution, θˆ, and with length given by D.
Given this estimate of the point location, we can transform D to a

Mirror

Simulated

Far Focus
Near Focus

Captured

Far Focus

Depth Map

Simulated
PAS
HS

Captured
PAS

Fig. 8. Example simulation and capture of a scene using traditional stereogram algorithms such as the HS and PAS. The hogel size was set to 9 × 9,
matching the OLAS. While the full scene looks fine, zooming in on a portion
reveals the severely reduced spatial resolution.

Frame

Near Focus

Zoomed

HS

Full Scene

Fig. 9. Experimental results demonstrating a non-Lambertian surface. The
depth map of the mirror is rendered as a flat plane, as expected. However,
using information in the light field, holographic stereograms like the OLAS
can recover some depth for the hologram. Note though that the lack of
correct a depth map results in the objects within the mirror being out of
phase, reducing resolution slightly. The slightly unnatural out-of-focus blur
seen in the simulated images may be a ringing artifact caused by the limited
spatial bandwidth of the propagation simulation.

normalized depth as
 q

θˆ (u x , uy ) = sin−1 λ u x2 + uy2


D ′ (x, y, u x , uy ) = D(x, y, u x , uy ) 1 − cos θˆ (u x , uy ) ,

(4)

where D cos θˆ gives the approximate distance of the point directly
to the hologram plane.
Although the approach to displaying holographic stereograms
with phase-only SLMs described in this subsection builds on a set
of previously discussed techniques, we are not aware of prior work
that combines them in the proposed manner.
In our implementation, we choose to use the depth compensation
given by Equation 4 to ensure smooth phases for the double phase
coding to achieve high image quality. The effect of other treatments
of the phase, such as directly using the uncompensated D or using
ACM Trans. Graph., Vol. 38, No. 6, Article 214. Publication date: November 2019.
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a random phase to simulate diffuse objects, is discussed further in
the supplement.

5.2

Results

The images generated on the SLM by the OLAS method can be
found in Figure 7 alongside simulated results showing the theoretical quality of the algorithm. As evidenced in the figures, the OLAS
method supports refocus to multiple depths. Unlike other stereogram algorithms (Figure 8), the OLAS also produces images with
much higher spatial resolution. This is a direct result of overlapping
instead of tiling hogels. Next, we generate a hologram containing
a non-Lambertian surface, specifically a mirror (Figure 9). Despite
the depth map given by the light field appearing as a flat plane, the
simulated and captured results make clear that the mirror’s frame
and objects reflected within are in fact at different depths. Finally,
in Figure 10, we look at the parallax and occlusions produced by
the OLAS method. Compared to the same scene generated using
the Fresnel method, it can be seen that the OLAS method produces
more accurate occlusions and parallax (see supplemental video).
This matches expectation since stereograms natively encode such
effects.

6

DISCUSSION

Holographic stereograms are capable of encoding information from
a light field into a hologram. They rely on the hogel as a building
block for assembling a larger hologram. However, most HS implementations rely on tiling non-overlapping hogels, which impose the
same spatio-angular tradeoff as microlens-based light field displays.
In the case of microlenses, the lack of overlap is a physical constraint.
On the other hand, holography relies heavily on superposition and
linearity, making the lack of overlap between hogels an arbitrary
choice.
Based on the insight that the observable light field of a hologram can be calculated as the squared magnitude of the hologram’s
STFT [Zhang and Levoy 2009], we analyze HS algorithms in the context of the STFT. Based on our analysis, we propose the OLAS as a
method of creating a new type of HS which is no longer constrained
Left View

Fresnel Method

Right View

to non-overlapping hogels. In the context of the STFT, the OLAS
uses depth information to recover phase information not present in
the light field, followed by the overlap-add method of inverting the
STFT itself. By allowing overlap, the OLAS creates smooth variation
across hogels and avoids edge artifacts necessarily present in tiled
approaches. Furthermore, by not cropping as done by the APAS, the
OLAS preserves more of the information of the target light field,
allowing formation of higher resolution images at smaller hogel
sizes.
Most importantly, the per-pixel shift enabled by overlap-add results in high spatial resolution images regardless of increasing hogel
size. This allows the OLAS to take advantage of both high spatial
and angular resolution, displaying depth- and hogel size–invariant
performance on tested scenes. This is in contrast to not only HS
algorithms, but also to Fresnel methods, which require different
Fresnel zones for each depth.

6.1

Limitations and Future Work

While our simulations show clear imagery of the effects of our algorithm, the physical implementation leaves much to be desired.
Several reasons conspire to produce reduced image quality in practice. In our testing, nonuniformity and residual nonlinearity of phase
quantization levels seems to have the greatest effect. Across all wavelengths, the quantization of the phase range is much finer in the
0–2π range than in the 2π –3π range (required for double phase
coding). The nonuniform quantization degrades image quality (see
supplement for simulations); to mitigate this, we recenter our phases
such that the majority of phases lie within the 0–2π range, but there
are inevitably phases beyond this range after double phase coding.
We expect that the image quality would be greatly improved with
a different SLM. Double phase coding also adds another artifact in
the form of ghost images caused by the high frequency checkerboard pattern of the coding pattern itself. These ghost images are
formed closer than the typical higher diffraction orders, making
them harder to filter out without also losing angular information in
the hologram itself for view-dependent effects and depth of field —
we necessarily had to leave some of these ghost images unfiltered to
Left View

OLAS

Right View

Fig. 10. Experimental results demonstrating parallax. We compare the Fresnel method against the OLAS. In general, evidence of parallax (with a 4 mm baseline)
can be seen with both methods; however, the OLAS performs better. In the zoomed views along the bottom, it can be seen that (red) only the OLAS reveals the
ground in the gap between the blades of grass in the right view, (yellow) the Fresnel method results in one of the blades of grass almost disappearing in the left
view, and (blue) the grass actually moves relative to the white tree in the OLAS method. See supplemental video for animated comparison.
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be able to demonstrate our method. A possible method of mitigating
both of these issue would be to add an amplitude modulator to the
optical path, which would obviate the need for double phase coding
and a 3π phase range.
There are various other limitations of our current SLM setup
that may affect the image quality. One is drift in the phases due
to temperature variance over time, which affects both the quality
of our phase lookup table (LUT) and also the accuracy of any LUT
for the current state of the system. Another is the lack of filtering
of the zero order, which reduces image contrast to an extent. We
also notice some optical aberrations caused by our lenses, notably
some interreflections between lenses and micro-scratches. Finally,
the Gaussian distribution of the collimated, expanded laser beam
may introduce wavelength-dependent phase shifts that cause slight
color fringing at the corners.
On the algorithmic side, the input data required by the OLAS
method is a light field with depth information; while the algorithm
stills works without accurate depth as seen in Figure 9, the accuracy
suffers. This precludes the use of captured light fields for hologram
generation, though running a depth estimation algorithm on the
light field data, as done by Ziegler et al. [2007] for their light-fieldto-hologram transform, would be a viable option. Another option
is to adapt the OLAS method to create a depth-free variant. In
order for adjacent hogel shifts to constructively overlap and add
in this case, the phase factor required would simply be based on
the relative phase shift for each spatial frequency from one pixel
to the next. This depth-free OLAS (dfOLAS) would be to the OLAS
what the HS is to the PAS. The dfOLAS could also be used to encode
specularities and other view-dependent effects with poorly defined
depth (see supplemental Figure S3 for an example of the OLAS
handling arbitrary view-dependent effects).
As noted in Section 4.1, the hogel size–invariance property has a
minimum hogel size. The solution, while simple, is computationally
expensive: render a light field with a large number of angular views
to support a larger hogel size. A computationally less expensive
solution may be to apply depth-of-field blur to antialias the light
field (see supplement). The antialiasing can smooth out the point
spread function of the objects in the hologram to improve visual
quality, but cannot recover view-dependent effects that were not
present in the low resolution light field.
Finally, on the topic of computational efficiency, the OLAS necessarily requires more compute than other HS algorithms due to
the increase in density from tiling to per-pixel overlap, with the increase in cost proportional to the number of pixels per hogel. When
comparing the runtime of MATLAB implementations of these algorithms for a 720 × 1280 phase image and a 9 × 9 hogel size, our
implementation of the HS takes 2.04 sec as compared to 32.7 sec for
the OLAS to compute the stereogram from the light field. However,
an implementation of the OLAS in Python ran in 58.5 ms when run
on a GPU (NVIDIA Quadro RTX 8000). Including the time for an
extra propagation to the SLM, it takes 81.8 ms (compared with 26
and 28 sec on CPU, respectively, using Python). Therefore, with
sufficient parallelization, the increase in number of hogels may only
have negligible effect on final runtime. Moreover, given that the
OLAS has an effectively fixed hogel size and the computation for
each hogel is nearly identical—which are often obstacles to efficient
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implementation of the Fresnel method on depth-varying scenes — it
may be more readily optimized into dedicated hardware chips.
Code for the OLAS method is available on GitHub at
https://github.com/computational-imaging/olas.

7

CONCLUSION

Holography shows great promise as a near-eye display technology for use in augmented and virtual reality applications. However,
CGH algorithms have traditionally struggled to strike the balance
between computation and high-quality reconstruction of the hologram. We develop a new approach to holographic stereograms that
enables depth-independent high-resolution hologram generation.
Furthermore, HS algorithms can start with a light field as the input
data, allowing them to natively support view-dependent lighting
effects. Our new algorithm, the overlap-add stereogram, therefore
has characteristics that make it well suited for generation of complex scenes and promises to be a platform for the develop of further
efficient light-field-to-hologram algorithms.
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APPENDIX
In this section, we briefly review the mathematical foundations of
holographic near-eye display optics, which are essential to correctly
rendering the light fields to be used as inputs to the OLAS such that
it produces the correct images for our near-eye display prototype.
We consider an optical setup that uses a coherent light source, i.e.
a laser, which is collimated by a lens (see Figure 11). The resulting
plane wave is incident on a spatial light modulator (SLM) where
diffraction occurs. Diffraction is caused by the SLM modulating
amplitude and/or phase of the incident plane wave in a spatially
varying manner. Phase-only SLMs are most commonly used in
holographic displays, so we also consider this type of SLM in the
following. Due to the fact that a phase-only SLM cannot modulate
the amplitude of the incident light, it solely relies on the perceived
interference of the diffracted light to create a spatially varying
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Fig. 11. Illustration of a holographic near-eye display. Collimated laser light
is incident on a spatial light modulator (SLM). The diffracted light creates
an interference pattern that is perceived as a scene by the user. The scene
is magnified by an eyepiece, but it is only visible over a limited eyebox.
Illumination light paths are shown in red and detection paths in blue.

intensity distribution at some distance in front of it, i.e. a target
image.
An interesting property of holographic displays is that their image
resolution is only indirectly defined by the SLM resolution. In this
context, we consider image resolution to be the lateral and axial spot
sizes r ℓ and r a at a distance d 1 that can be produced by displaying an
appropriate phase pattern on the SLM. The diffraction-limited spot
sizes are defined by Abbe’s law as r ℓ = λ/(2 NA) and r a = 2λ/(NA2 ),
where λ is the wavelength. NA = n sin(θmax ) is the numerical
aperture, where n being the refractive index of the medium (n air ≈ 1)
and θ max being the maximum diffraction angle of the SLM. This
diffraction angle can be calculated given the SLM pixel size p via
the grating equation as θ max = sin−1 (λ/(2p)). Thus, the lateral spot
size would be r ℓ = p but in practice, the NA is also limited by the
size of the SLM, w, resulting in
!
d1λ
λ
≈ max p,
rℓ =
2 NA
w
(5)
2
8λd 12
2λ
* 8p ,
+.
ra =
≈
max
2
NA2
, λ w While Equation 5 applies to any holographic display, a near-eye
display usually has an eyepiece, i.e. a lens with focal length f , to magnify the image. Assuming that the holographic image is located at a
distance d 2 away from the eyepiece, the distance between eyepiece
and magnified virtual image is given by the Gaussian thin lens formula as dv = |1/( f1 − d1 )| and the magnification is M = f /( f − d 2 ).
2
Thus, given the eye relief distance d eye , we can calculate the field of
view of the near-eye display as
!
w
Mw
 +/ ≈ 2 tan−1
FOV = 2 tan−1 *. 
.
(6)
2f
, 2 dv + d eye The approximation in the right part of Equation 6 is valid for the
special case d 2 = d eye = f . While this case seems restrictive, it
makes a general fact intuitive: eyepieces with longer focal lengths
offer smaller fields of view and vice versa. The size of the eyebox b,
over which the user can see the holographic scene, is
λ
b = 2 d eye tan(θ max ) ≈ d eye ,
p
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where the approximation is valid in the paraxial domain, i.e. x ≈
sin x ≈ tan x.
Equations 5–7 reveal two dilemmas of holographic near-eye displays: (i) the space–bandwidth product offered by current-generation
SLMs is a major limiting factor for resolution, depth of field, field
of view, and eyebox of holographic displays and (ii) there is a fundamental tradeoff between field of view and eyebox size in most
near-eye displays known as etendue.
The space–bandwidth product of an SLM refers to the tradeoff between its size w and bandwidth, i.e. the range of spatial frequencies
u (or angles θ , where u = sin(θ )/λ) that are addressable with a finite
pixel size p [Lohmann et al. 1996]. To maximize the resolution, depth
of field, and field of view of any holographic display, we require
large SLMs with small pixel sizes (on the order of the wavelength).
Unfortunately, current SLMs offer pixel sizes in the order of a few
microns but even for resolutions of 4K and beyond, the SLM is only
a few millimeters in size. Tiling multiple SLMs is one solution to
extending the space–bandwidth product but it requires a massive
amount of data processing and significantly increases the alignment
complexity of such a display [Hahn et al. 2008; Slinger et al. 2005].
Etendue is a closely related concept that we consider a characteristic of the eyepiece in a near-eye display. One can choose an
eyepiece with a short focal length to maximize the field of view, but
this choice decreases the size of the eyebox proportionally (Equations 6–7). Approaches to overcoming the limits set by etendue are
commonly referred to as exit pupil expansion. Two prominent examples include exit pupil replication and pupil steering. For exit pupil
replication, sophisticated eyepieces create multiple copies of the
exit pupil such that the eyebox is filled with these non-overlapping
copies [Saarikko and Kostamo 2016; Schowengerdt et al. 2018]. This
approach increases the eyebox size at the cost of light efficiency and
is likely used by commercial devices such as Microsoft’s HoloLens
and Magic Leap’s ML1. Pupil steering is enabled by eye tracking
and allows a small exit pupil to be optically steered to create a larger
virtual eyebox [Häussler et al. 2009; Jang et al. 2018, 2017] at the cost
of increased system complexity due to the need for beam steering
and eye tracking.
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